Assumptions Handout


Regression Assumptions

The least-squares method to find a best-fit line to bivariate data only works appropriately if each of several assumptions about the data has been met.  In other words, the two equations to find the slope and y-intercept of the best-fit line can be applied to any bivariate date to calculate values, but those values will only represent the line that is the best model for the data if the five assumptions are met. The five assumptions of least-squares regression are listed below.

Assumptions for Least-squares Linear Regression 

1. A line describes the data, 
2. Homoscedasticity, 
3. Normally distributed residuals at a given x, 
4. Independent residuals at a given x, and 
5. The explanatory variable is measured without error. 
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The results of a least-square regression are only useful if all five regression assumptions have been met.

· The last assumption says that there must be no variability in the direction of the explanatory variable. That is, the explanatory variable on each individual is known without error, measurement, natural, or otherwise. This is often a difficult thing to ascertain and is usually, for better or worse, just assumed to be true.

· The assumption about independent residuals is essentially the same as an assumption about independent individuals.  Independent individuals are usually a byproduct of a carefully designed, randomly-selected sample.  Data that are measured over time or over space generally violate this assumption and are best analyzed with different techniques (times series or spatial analysis).

· The assumption about the normality of the residuals at each value of the independent variable is also often difficult to ascertain because there usually isn't enough individuals with the same value of the explanatory variable to get a good look at the distribution of the residuals.  Typically, this assumption is assessed by examining a histogram of all of the residuals (or the quantile plot).  It must be remembered though that this is not an assessment of the actual assumption.

· The first two assumptions will be our focus here because violations of these assumptions are the most egregious errors, but they are also violations that are easily assessed and corrected. 

· The first assumption appears to be an obvious assumption; if a line does not represent the data then don't try to fit one to it. 

· The second assumption, homoscedasticity, says that the variability about the line is the same at all values of the explanatory variable.  In other words, the dispersion of the data about the line must be the same along the entire line.


When using one-way analysis of variance, the process of looking up the resulting value of F in an F-distribution table, is proven to be reliable under the following assumptions: 
· The values in each of the groups (as a whole) follow the normal curve, 

· With possibly different population averages (though the null hypothesis is that all of the group averages are equal) and 

· Equal population standard deviations. 

The assumption that the groups follow the normal curve is the usual one made in most significance tests, though here it is somewhat stronger in that it is applied to several groups at once.  Of course many distributions do not follow the normal curve, so here is one reason that ANOVA may give incorrect results.  

It would be wise to consider whether it is reasonable to believe that the groups' distributions follow the normal curve.  Of course the different population averages imposes no restriction on the use of ANOVA; the null hypothesis, as usual, allows us to do the computations that yield F. 

The third assumption, that the populations' standard deviations are equal, is important in principle, and it can only be approximately checked by using as bootstrap estimates the sample standard deviations.  In practice, statisticians feel safe in using ANOVA if the largest sample SD is not larger than twice the smallest. 

